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Abstract. Through considering genetic variants as instrumental variables, Mendelian randomization 
has become a widely used method for inferring causal relationships between exposures and 
outcomes. However, the robustness of the Mendelian randomization method relies on stringent 
assumptions, particularly the assumption on absence of horizontal pleiotropy. Although time-
invariant genetic factors serve as excellent candidates for estimating causal effects between gene 
expression and disease outcomes, the pleiotropy is pervasive under such situations. In practice, 
particularly among highly polygenic phenotypes, pleiotropy is common and present in thousands of 
genetic variants across many loci. While many recent Mendelian randomization methods effectively 
mitigate uncorrelated pleiotropy, few methods directly address correlated pleiotropy. In this study, 
we conduct a comprehensive comparison of six representative Mendelian randomization methods: 
IVW-random, MR-Egger regression, cML, BWMR. MR-Corr2, and MR-Horse. Among three different 
scenarios of horizontal pleiotropy, we found MR-Corr2 and cML that explicitly model correlated 
pleiotropy and use LD-aware structure to produce the most reliable causal estimates as the number 
of valid IVs is limited. IVW-random and BWMR consistently perform better especially with only 
uncorrelated horizontal pleiotropy. 
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1. Introduction 

Mendelian randomization (MR) is a widely used tool in epidemiology to infer the causal 

relationship between traits and diseases by using genetic variants, typically single nucleotide 

polymorphisms (SNPs), as instrument variables (IVs). It mimics the structure of a randomized 

controlled trial (RCT), enabling estimation of the causal effect of a trait on a disease outcome while 

overcoming the limitations of traditional observational studies such as confounding and reverse 

causation [1]. 

Early MR studies often relied on single data sets (one-sample MR), where genetic information, 

exposure, and outcome data were all measured in the same individuals. Due to the absence of large 

genotypic and phenotypic data repositories, this limited scope restricted power and the ability to 

assess assumption violations [2]. With the proliferation of genome-wide association studies (GWAS) 

over the past decades, two-sample MR methods have been developed. In this framework, the genetic 

associations with the exposure and the outcome are estimated in two independent samples. This 

approach greatly enhances statistical power, flexibility, and the feasibility of MR analyses. 

The most commonly used method in MR is the inverse variance weighted (IVW) approach [2], 

which relies on valid instruments satisfying three assumptions: (1) relevance, (2) independence, and 

(3) exclusion restriction. Among these, the exclusion restriction assumption is most likely to be 

violated. This occurs when a genetic variant affects the outcome through pathways other than the 

exposure of interest, a phenomenon known as horizontal pleiotropy. In this paper, it is simply referred 

to as pleiotropy [3]. There are two types of horizontal pleiotropy, one is correlated horizontal 

pleiotropy (CHP), and the other is uncorrelated horizontal pleiotropy (UHP). CHP refers to IVs are 

correlated with unmeasured confounders, while UHP refers to IVs are directly associated with 

outcomes.  

There are many methods that account for pleiotropy. MR-Egger [4] introduces an intercept term 

to capture average pleiotropic effect and relaxes the standard instrument assumptions. Besides, cML 



302 

[5] uses constrained maximum likelihood estimation combined with model averaging to account for 

invalid instruments due to pleiotropy. 

One fundamental limitation of frequentist approaches such as cML is computational complexity 

since the underlying likelihood function is non-convex. As models become more complex to account 

for intricate biological realities, the computational burden and potential for instability increase. 

Bayesian methods offer a distinct and powerful framework for MR, providing a means to explicitly 

model uncertainty and incorporate prior beliefs about parameters such as causal effects and pleiotropy. 

Bayesian MR accounts for both uncorrelated and correlated pleiotropy, and posterior distributions 

provide a full quantification of uncertainty in causal effect estimates, offering credible intervals that 

sometimes yield better coverage than frequentist confidence intervals. BWMR [6] utilizes a unified 

statistical framework to capture the uncertainty of estimated weak effect and influence of pleiotropy. 

In terms of priors for pleiotropy effect, MR-Corr2 [7] uses spike-and-slab and further models 

polygenic SNPs in linkage disequilibrium (LD) efficiently with paralleled Gibbs sampling, whereas 

MR-horse uses a shrinkage prior and controls type-I error rates, leading to more robust estimation to 

both uncorrelated and correlated pleiotropy. Other methods proposed to address pleiotropy can be 

found in references [8, 9, 10, 11] and related literature. In Bayesian analysis, the prior selection is 

crucial especially when sample sizes are small or data are limited [12]. In practice, the number of 

valid IVs is limited as using molecular traits and conducting transcriptome-wide Mendelian 

randomization although there are abundant IVs when considering complex trait exposure.  

This paper aims to investigate how the number of valid instruments influences the performance of 

different MR methods under correlated and uncorrelated horizontal pleiotropy. Section 2 provides a 

detailed overview of various MR methods and their underlying model structures. Section 3 presents 

a comparative analysis based on simulation studies, evaluating the performance and assumptions of 

each method. Finally, in Section 4, the paper summarizes key findings and discusses the implications 

of the comparative results. 

2. Methods 

2.1. Two-Sample MR Framework 

In a standard univariable MR setting with multiple independent genetic variants, let X denote the 

exposure, Y denote the outcome, Gj (j = 1, … , ng) denote instruments, and U denote unmeasured 

confounders of the exposure X and the outcome Y.  Figure 1 presents all the possible underlying 

relationship among these variables, where βgx,j is the effect of the genetic variant Gj on the exposure 

X, αgy,j  is the direct (non-X-mediated) effect of Gj  on the Y, βgu,j  is the effect of Gj on the 

confounder U, γux and γuy are effects of confounders U on the exposure X and the outcome Y, 

respectively, θ is the causal effect of X on Y, which is the estimation goal of an MR analysis.  

To be considered as a valid IV, the genetic variant Gj needs to satisfy three key assumptions: 

must be associated with the exposure of interest (IV1 relevance), which indicates βgx,j ≠ 0; must not 

share any confounders with the outcome (IV2 independence), which indicates βgu,j = 0; and affects 

the outcome only through its effect on the exposure (IV3 exclusion restriction), which indicates 

αgy,j = 0. 
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Fig. 1 Relationship between genetic variant (Gj), exposure (X), outcome (Y), and unmeasured 

confounders (U). (Picture credit: Original.) 

There are various MR methods to achieve robust estimation with existence of pleiotropy. Let βYj 

denote the total effect of SNP j on the outcome Y, which can be divided into two parts as shown in 

Figure 1: 
βYj = θ βXj + αgy,j, (1) 

where θ βXj is the causal effect through exposure X, and αgy,j is the direct horizontal effect. 

With GWAS summary statistics, let β̂Xj and β̂Yj denote the estimated IV–exposure and IV–outcome 

associations for variant j, which are obtained from regression of X and Y on the allele count for 

SNP j. Then the working regression model is: 

β̂Yj   =   β0   +  θ β̂Xj   +  ϵj, (2) 

where ϵj is a residual with known variance, and β0 is an intercept term capturing the average 

pleiotropic effect of αgy,j . In this paper, assume β̂Xj  and ϵj  are independent with each other, 

following InSIDE assumption [2]. By definition, balanced pleiotropy implies β0 = 0, otherwise, 

β0 ≠ 0 indicates that the effect of genetic variants on outcome is biased [1]. Equation (2) builds a 

basic model for various MR methods discussed below, focusing on different assumption about αgy,j.  

2.2. Review of Estimation Methods 

2.2.1 IVW method 

The inverse-variance weighted (IVW) estimator proposed by Bowden, Jack et al [2] is the most 

classic in MR. IVW assumes β0 = 0 in Equation (2), which implies the pleiotropic effects are 

balanced. It performs a weighted linear regression of the SNP–outcome estimates on the SNP–

exposure estimates. More specifically, it is a meta-analysis of the causal effect estimates from each 

variant. IVW is equivalent to the two-stage least squares solution in a one-sample context and is the 

most efficient estimator when all IV assumptions hold. 

2.2.2 MR-Egger 

Compared with IVW, MR-Egger proposed by Burgess, S., & Thompson, S. G. [4] allows the 

existence of nonzero average pleiotropic, or balanced pleiotropic, which means β0 ≠  0 in model 

(2). Mathematically, MR-Egger can be seen as a weighted linear regression with an intercept with 

model in model (2). In summary, MR-Egger allows uncorrelated pleiotropy with cost of reduced 

precision. 

2.2.3 cML 

The constrained maximum likelihood (cML) method represents a further advancement in 

frequentist MR by moving beyond the limitations of both IVW and MR-Egger. Its primary strength 

lies in its robustness to both uncorrelated and correlated pleiotropy. The cML method assumes that 

the majority of instruments are valid, a condition known as the “plurality of valid instruments” 
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assumption. In practice, this means that more than half of the genetic variants have no pleiotropic 

effect. Under this assumption, cML identifies and down-weights or excludes the outlying instruments 

that exhibit pleiotropy. Formally, cML fits the same general model as in model (2), but it employs a 

penalized maximum likelihood approach to detect pleiotropic outliers. 

2.2.4 BWMR 

Bayesian Weighted MR (BWMR) is a Bayesian two-sample MR model that treats SNP-outcome 

effects as having normally distributed pleiotropy. Unlike existing methods that either ignore weak 

effects (i.e. SNP–outcome associations that are small in magnitude and thus hard to distinguish from 

noise) or treat pleiotropy as a fixed nuisance parameter, BWMR models weak pleiotropy explicitly 

through a variance component and robustly down-weights outlier SNPs via adaptive Bayesian 

weighting. By introducing latent binary indicators for each SNP, it allows the model to 

probabilistically exclude SNPs that violate the exclusion restriction. To ensure computational stability 

and scalability, BWMR employs a variational expectation-maximization algorithm with closed-form 

updates and further corrects for the underestimated posterior variance using a novel linear-response 

refinement [6]. 

2.2.5 MR-Corr2 

MR-Corr2 is another Bayesian model which is built on the GWAS summary-level likelihood and 

utilizes a set of conjugate priors that encode the assumptions “most SNPs have no horizontal 

pleiotropy” and “effect sizes are small and polygenic. It explicitly models and removes correlated 

horizontal pleiotropy. With re-parameterization and decomposition pleiotropic component, MR-

Corr2 allows to borrow strength across correlated variants in the same LD block and identify which 

genomic segments harbor non-zero pleiotropy. By integrating this structured pleiotropy model with 

an efficient, block-parallel Gibbs sampler, MR-Corr2 delivers unbiased causal estimates and correct 

type-I error even when GWAS summary statistics contain widespread, genetically correlated 

horizontal pleiotropy—scenarios where conventional two-sample MR tools systematically fail [7].  

2.2.6 MR-horse 

More recently, using a horseshoe prior to model pleiotropy, MR-horse handles both balanced 

pleiotropy and models genetic effects on the exposure and any pleiotropic effects on the outcome 

jointly and allows for correlation between them, which is critical in real-world settings with 

population structure or shared biological pathways. By applying shrinkage only to truly pleiotropic 

effects via the horseshoe prior, it preserves valid instruments while down-weighting invalid ones, 

leading to unbiased causal estimates and well-calibrated uncertainty even with weak or numerous 

invalid instruments. This makes MR-Horse particularly powerful in high-pleiotropy, summary-level 

data scenarios where other methods often suffer from inflated false positive rates or bias [13]. 

3. Simulation 

This section conducts numerical analysis to illustrate the performance of the above six MR 

methods under different scenarios. 

3.1. Simulation Settings 

Denote ng as the total number of SNPs. For SNP j =  1, … , ng, draw a minor-allele frequency 

fj~Unif(af, bf)  with af = 0.1  and bf = 0.3 . With sample sizes nX = 10000 and nY = 10000 

for IV-exposure sample and IV-outcome sample, simulate genotypes Gx,ij~Binomial (2, fj) with i =

1, … , nX and Gy,ij~Binomial (2, fj) with i = 1, … , nY. Then standardize Gx,ij and Gy,ij with each 

SNP within sample to mean 0 and variance 1. To mimic realistic scenarios with a mixture of valid 

and pleiotropic instruments, each SNP was randomly assigned to one of three categories: valid 

instruments, correlated pleiotropic SNPs, or uncorrelated pleiotropic SNPs. Denote the proportions 

of valid, correlated, and uncorrelated pleiotropic SNPs by pvalid , pcorr , and puncorr , respectively, 
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satisfying pvalid + pcorr + puncorr = 1. The numbers of SNPs in each category were determined as 

nvalid = ⌊pvalid × ng⌋, ncorr = ⌊pcorr × ng⌋, nuncorr = ⌊puncorr × ng⌋.  

For each SNP valid or only with correlated horizontal pleiotropy, SNP–exposure effect is 

generated by βgx,j ~Unif (aβgx
, bβgx

) × {−1, +1}  with aβgu
= 0.1, bβgu

= 0.2 . SNP–confounder 

effect is generated by βgu,j ~Unif (aβgu
, bβgu

) × {−1, +1}  with aβgu
= 0.05, bβgu

= 0.15 , and 

βgu,j = 0. For each SNP valid or only with uncorrelated horizontal pleiotropy, SNP–outcome is 

generated by  αgy,j~Unif (aαgy
, bαgy

) × {−1, +1}  with   aαgy
= 0.1,  bαgy

= 0.2 and αgy,j = 0. 

For confounder, with  ϵx
x, ϵx

y
, ϵu

x , ϵu
y

~ N(0, 1), simulate Ux =  βgu
T Gx + ϵu

x  and Uy =  βgu
T Gy + ϵu

y
. 

For exposure, simulate Xx =  βgx
T Gx +  γuxUx + ϵx

x and Xy =  βgx
T Gy +  γuyUy + ϵx

y
. For outcome, 

simulate Y =  αgy
T Gy + θXy +  γuyUy + ϵy with θ = 0.1, γux = 1 and γuy = 1. 

Based on the simulated individual-level data, generated GWAS summary statistics for both the 

exposure and outcome samples. For each SNP, the exposure variable and outcome variable are 

separately regressed on the corresponding genotype vectors and from the exposure and outcome 

samples using simple linear regression models. The estimated regression coefficients from these 

models represent the SNP–exposure ( β̂Xj ) and SNP–outcome ( β̂Yj ) associations, while the 

corresponding standard errors were obtained from the same regressions. To improve computational 

efficiency when performing regressions across all SNPs, simulation is implemented by an optimized 

C++ function through the RcppArmadillo interface. The simulated GWAS summary statistics and 

will serve as input for subsequent MR analyses. Simulation results are presented in Figure 2 to Figure 

4. 

 

Fig. 2. Estimation of causal effect under scenario uhp-only. (Picture credit: Original.) 

3.2. Simulation Results 

From Figure 2, it can be seen that in the UHP-only scenario, where pleiotropic effects were 

independent of the exposure, two of Bayesian models (MR-Horse and MR-Corr2) and cML produced 

nearly unbiased estimates close to the true causal effect once more than 40% of IVs were valid, 

showing high stability and small fluctuations around θ = 0.1. In contrast, the other three methods 

(IVW, MR-Egger, and BWMR) are slightly biased even when the proportion of valid IV is 90%. MR-

Egger estimates oscillated above and below the true value due to high sensitivity to weak-instrument 
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bias and the large uncertainty in its intercept term. The cML estimator tended to underestimate the 

effect when valid IVs were rare, reflecting its reliance on likelihood optimization that becomes 

unstable under high invalid-IV proportion. Surprisingly, BWMR performs well when only 10% of 

IVs are valid under UHP because its hierarchical Bayesian framework adaptively down-weights 

pleiotropic SNPs and models symmetric random pleiotropy as variance rather than bias. 

 

Fig. 3. Estimation of causal effect under scenario chp-only. (Picture credit: Original.) 

From Figure 3, we can conclude that under CHP-only scenario, almost all methods showed 

noticeable upward bias when the proportion of valid IVs was small. Noticeably, MR-Egger keeps 

performing the worst, producing estimates as high as 0.8 and displaying a monotonic downward trend 

only when validity approaches 90%. This result underscores its inability to handle correlated 

pleiotropy because the key independence assumption is violated. In contrast, cML, MR-Corr2, MR-

horse gradually converge to true causal effect θ = 0.1 as valid IVs increase. Bayesian model BWMR 

and IVW-random method share a similar pattern and achieve the most stable performance across the 

full validity range, but they remain slightly biased even with many valid IVs, suggesting residual 

confounding by correlated pleiotropic effects. cML and MR-Corr2 tighten fastest once a moderate 

valid core exists, which is consistent with selection that targets correlated violators. 

From Figure 4, we can conclude that in the equal pleiotropy scenario, all methods trend toward the 

true effect as proportions of valid instruments increase, but their stability differs. MR-Egger is the 

least reliable that it shows severe positive bias when many instruments are invalid and only nears 

thetrue value of estimates at approximately 90% validity, reflecting its high variance and reliance on 

the InSIDE assumption. Similar to the CHP-only scenario, BWMR and IVW-random method also 

share a similar pattern and are more stable yet remain upward-biased when validity less than 50%. 

cML overshoots at very low validity but becomes nearly unbiased once validity exceeds 40%. MR-

Horse starts with moderate bias, then it approaches to the true estimates as validity improves, 

illustrating effective shrinkage. 

Overall, across all scenarios, MR-Corr2 and cML are the most robust, delivering estimates close 

to once a moderate core of valid IVs exists (>40–50%), and MR-Horse also become closer to the true 

value as validity increases. IVW-Random and BWMR are relatively stable but exhibit persistent 

upward bias when validity is low to moderate, improving only as the valid proportion grows. MR-

Egger is consistently the least reliable—highly variable and often strongly biased—so it’s better 

reserved for sensitivity checks rather than primary estimation. 
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Fig. 4. Estimation of causal effect under scenario EQUAL-only. (Picture credit: Original.) 

4. Conclusion 

Across comprehensive simulations comparing uncorrelated, correlated, and mixed pleiotropy, we 

observed consistent performance among six representative MR estimators. Methods explicitly 

modeling or screening correlated horizontal pleiotropy, including cML and MR-Corr2, were the most 

reliable once a moderate core of valid instruments (>40–50%) achieves, and MR-Horse rapidly 

joining them as validity increased. In contrast, IVW (random) and BWMR were comparatively stable 

across settings but showed persistent upward bias when validity was low to moderate. Due to its high 

variance and dependence on the InSIDE assumption, MR-Egger was uniformly the least reliable. 

These patterns reflect each method’s modeling stance: (i) cML leverages a plurality-valid assumption 

with likelihood-based outlier control; (ii) MR-Corr2 encodes structured, LD-aware priors that 

disentangle correlated pleiotropy from causal signal; and (iii) MR-Horse’s continuous shrinkage via 

a horseshoe prior selectively suppresses truly pleiotropic effects while preserving valid instruments. 

Together, these features yield well-calibrated estimates under realistic degrees of pleiotropy and weak 

instruments. 

Practically, our results recommend prioritizing MR-Corr2 or cML when correlated pleiotropy is 

plausible or LD structure is non-negligible. MR-Horse can be considered as a strong alternative when 

instrument validity is moderate and pleiotropy is dense. IVW-Random and BWMR can be 

informative baselines but should be interpreted cautiously when validity is uncertain (<50%). MR-

Egger remains useful as a sensitivity analysis for directional pleiotropy rather than a primary 

estimator. We emphasize that estimator choice should be paired with rigorous instrument curation 

such as LD clumping, assessment of heterogeneity, and data harmonization to obtain robustness of 

causal claims. 

This study has limitations. First, while our simulations incorporate both uncorrelated and 

correlated pleiotropy, they cannot exhaust the space of genetic architectures (e.g., extreme LD 

patterns, sparse vs. highly polygenic effects, or context-specific confounding). Second, we focused 

on univariable, two-sample MR with summary statistics, and extensions to multivariable MR, sample 

overlap, and selection bias warrant further work. Third, prior specification and tuning can influence 

small-sample behavior, so adaptive or data-driven priors merit continued investigation. 
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In conclusion, MR method choices according to input data characteristics are central to generate 

reliable causal inference. Methods such as MR-Corr2 and cML, complemented by MR-Horse, 

provide robust estimation once a moderate fraction of valid IVs is present and should be preferred for 

primary analysis in complex, pleiotropy-rich settings. Future directions include principled prior 

learning, integration of multivariable frameworks, and systematic evaluation on large real-world trait 

pairs to translate these gains from simulation to practice. 

References 

[1] Nguyen K, Mitchell B D. A guide to understanding Mendelian randomization Studies. Arthritis Care & 

Research, 2024, 76(11): 1451–1460. 

[2] Richmond R C, Davey S G. Mendelian randomization: concepts and scope. Cold Spring Harbor 

Perspectives in Medicine, 2022, 12(1): a040501. 

[3] Neumeyer S, Hemani G, Zeggini E. Strengthening causal inference for complex disease using molecular 

quantitative trait loci. Trends in Molecular Medicine, 2020, 26(2): 232-241. 

[4] Burgess S, Thompson S G. Interpreting findings from Mendelian randomization using the MR-Egger 

method. European Journal of Epidemiology, 2017, 32(5): 377–389. 

[5] Chatterjee N, Chen Y H, Maas P, Carroll R J. Constrained maximum likelihood estimation for model 

calibration using summary-level information from external big data sources. Journal of the American 

Statistical Association, 2016, 111(513): 107–117. 

[6] Zhao J, Ming J, Hu X, et al. Bayesian weighted Mendelian randomization for causal inference based on 

summary statistics. Bioinformatics, 2020, 36(5): 1501–1508. 

[7] Cheng Q, Qiu T, Chai X, et al. MR-Corr2: a two-sample Mendelian randomization method that accounts 

for correlated horizontal pleiotropy using correlated instrumental variants. Bioinformatics, 2022, 38(2): 

303–310. 

[8] Zhao Q, Wang J, Hemani G, et al. Statistical inference in two-sample summary-data Mendelian 

randomization using robust adjusted profile score. Annals of Statistics, 2020, 48(3): 1742–1769. 

[9] Verbanck, Marie et al. “Detection of widespread horizontal pleiotropy in causal relationships inferred 

from Mendelian randomization between complex traits and diseases.” Nature Genetics vol, 2018, 50(5): 

693-698.  

[10] Morrison J, Knoblauch N, Marcus J H, et al. Mendelian randomization accounting for correlated and 

uncorrelated pleiotropic effects using genome-wide summary statistics. Nature Genetics, 2020, 52(7): 

740–747. 

[11] Bowden J, Davey S G, Haycock P C, Burgess S. Consistent estimation in Mendelian randomization with 

some invalid instruments using a weighted median estimator. Genetic Epidemiology, 2016, 40(4): 304–

314. 

[12] Morita S, Thall P F, Muller P. Evaluating the impact of prior assumptions in Bayesian biostatistics. 

Statistics in Biosciences, 2010, 2(1): 1–17. 

[13] Grant A J, Burgess S. A Bayesian approach to Mendelian randomization using summary statistics in the 

univariable and multivariable settings with correlated pleiotropy. American Journal of Human Genetics, 

2024, 111(1): 165–180. 


