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Abstract. This study aims to conduct a detailed comparison of the performance of three classic
Multi-Armed Bandit algorithms: Thompson Sampling, UCB, and ETC. The MAB problem, as an
important sequential decision-making framework, primarily challenges lie in how to strike a balance
between "exploration" and "exploitation". We quantitatively analyzed each algorithm's long-term
performance using 100 independent experiments and cumulative regret as the primary metric. The
experimental findings demonstrate that the three algorithms' performance varies significantly in the
tested context. The Thompson sampling method performed the best, with the least increase in regret
and the lowest final value. The UCB algorithm performed second-best, with regret growing
logarithmically. The ETC algorithm saw rapid accumulation of regret in the early stages before
stabilizing, but it had the poorest performance because it lacked the ability for continuous exploration.
These findings confirm that the Thompson sampling method is the most efficient in balancing
exploration and exploitation, and is the best choice for solving such Random Stationary Multi-Armed
Bandit Problem.
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1. Introduction

When dealing with uncertain decisions, such as in online advertising, we must make a trade-off
between exploring the unknown and exploiting the known best options. The MAB problem provides
an ideal model for this trade-off [1]. By reducing the cumulative regret, it seeks to assist us in
determining the best course of action in a constrained number of cycles.

This study will conduct experiments to compare three major MAB algorithms: Thompson
Sampling, UCB, and ETC. We will analyze how their respective exploration strategies affect the
long-term performance, and quantitatively evaluate the differences in their performance on
cumulative regret, providing data support for practical applications.

2. Random Stationary Multi-Armed Bandit Problem Definition

The random stationary Multi-Armed Bandit problem is a specific type of MAB, where the reward
distribution of each arm is fixed and known, and does not change throughout the decision-making
process. The core objective of this problem is to select the appropriate arms to maximize the long-
term cumulative reward [2].

2.1. Mathematical Modeling

Suppose there are K arms in a MAB problem, where each arm has a reward distribution Ry, and
the reward 1y, for each arm is independently drawn from a fixed probability distribution with an
expected return py. In each decision round, the decision-maker selects an arm to pull and receives a
reward 7, which is drawn from the reward distribution of arm k.

To quantify the effectiveness of the decision strategy, we use two evaluation metrics: Cumulative
Reward and Regret.

e Cumulative Reward:

The cumulative reward refers to the total reward accumulated by the selected arms over n trials. It
is defined as:
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where 7, represents the arm selected at round t, and 75, is the reward of that arm.

e Regret:

Regret measures the difference in performance between the selected strategy and the optimal

strategy. The optimal strategy chooses the arm with the highest expected reward, and regret is the
difference between the reward of the optimal arm and the selected arm. It is defined as:

R(n) = Z(.uoptimal - .uat)' (2)
t=1

where Uoprimar 18 the expected reward of the optimal arm, and u,, is the expected reward of the
arm a, selected at round t.

2.2. Characteristics of Random Stationary Setting

In the random stationary setting, the reward distribution for each arm remains constant throughout
the experiment, meaning that the expected reward p;, for each arm is fixed. Therefore, based on the
known reward distribution, the optimal strategy for each arm can theoretically be computed. However,
in practical applications, we can typically only estimate these expected rewards through exploration
and experimental data. The goal of the algorithm is to select the optimal arm as much as possible
within a limited number of exploration rounds, reducing regret and improving cumulative rewards.

2.3. Differences from Non-Stationary and Contextual Multi-Armed Bandit Problems

Unlike the random stationary MAB problem, in non-stationary environments, the reward
distributions may change over time, making it more complex to optimize the decision strategy. This
requires additional consideration of how reward distributions evolve over time. In the contextual
multi-armed bandit problem, the reward distribution for each arm not only depends on its own
characteristics but also on contextual information (such as user features), requiring the algorithm to
dynamically select arms based on this contextual information. These problems increase the
complexity of the decision process and often require more sophisticated algorithms.

In the random stationary MAB problem, since each arm's reward distribution is known and fixed,
the decision process is relatively simpler. The main challenge is how to effectively explore within a
limited time, quickly converge to the optimal arm, and maximize the total reward throughout the
process.

3. Principles of Four Classic Algorithms

3.1. Thompson Sampling

Thompson Sampling is a Bayesian updating-based probability matching method. The core idea is
to use Bayesian inference on the reward distribution of each arm and dynamically select the arm that
is most likely to yield the maximum reward [3]. Specifically, Thompson Sampling assigns a prior
distribution (usually a Beta distribution) to each arm, then updates the posterior distribution based on
observed rewards, and selects the arm by sampling from the posterior.

Mathematical Derivation and Steps:

1. Prior Distribution Setup:

Assume the rewardr;, of arm k follows a known distribution, and we typically choose a Beta
distribution as the prior:

P(6y) ~ Beta(ay, fr), (3)
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where 8, represents the success probability of arm k (i.e., the probability of receiving a reward of
1),and a; and B are the shape parameters of the Beta distribution. Initially, all arms have the same
prior distribution.

2. Updating the Posterior Distribution with Observed Data:

Each time arm k is selected and a reward r;, € {0,1} is observed, the posterior distribution for arm
k is updated using Bayes' theorem:

oIf r,=1, update a,— a;+1;

olf Tk=0, update ﬁk_) ﬁk+1'

The updated posterior distribution is:

P(6;|data) ~ Beta(ay, Br). 4)

3. Selecting the Arm Based on Posterior Probability:
In each decision round, a value 6, is sampled from the posterior distribution of each arm, and the
arm with the maximum 6, is selected:

a; = arg max 6y,. (5)
3.2. Explore-Then-Commit (ETC)

Explore-Then-Commit is a simple and intuitive strategy that separates the exploration phase from
the exploitation phase. First, it explores by randomly selecting arms, and then after enough
exploration, it selects the arm with the highest estimated reward for long-term exploitation. ETC is
particularly useful for short-term tasks or scenarios with limited budgets [4].

Algorithm Steps and Mathematical Formula:

1. Fixed Exploration and Exploitation Phases:

Assume that during the first Teypjore rounds, arms are selected randomly to explore, and rewards
are collected for each arm. After the exploration phase, the average reward [ of each arm is
computed, and the arm with the maximum average reward is selected for long-term exploitation:

a; = arg max;, fl. (6)
During the exploration phase, the arms are chosen randomly:
a;~ Uniform(1,2, ..., k). (7)
During the exploitation phase, the arm with the highest estimated reward is selected:
a; = arg max;, fl. (8)
3.3. Upper Confidence Bound (UCB)

The Upper Confidence Bound algorithm balances exploration and exploitation by considering both
the mean reward of each arm and the uncertainty of that mean. UCB aims to explore arms with higher
uncertainty while exploiting arms with higher known rewards [4].

Algorithm Steps and Mathematical Formula:

1. Calculate the Confidence Interval:

Each arm’s selection is based on its estimated reward fi;, and the confidence interval for that

arm’s reward:
) 2Int
a; = argmax, | A+ - | 9)
k

where [l is the average reward of arm k, n; is the number of times arm k has been pulled, and
t is the current time step. This formula makes arms with greater uncertainty more likely to be explored.
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2. Theoretical Regret Bound:
UCB has a theoretical regret bound that ensures, after T trials, the cumulative regret R (T) grows
logarithmically:

R(T) = 0(Int). (10)

This implies that UCB will converge to the optimal arm over time and maintain a small regret.

4. Performance Comparison and Experimental Analysis

In order to verify and compare the actual performance of the three classic MAB algorithms
discussed in the previous review - Thompson sampling, UCB, and ETC - this study employed a real
case study. We utilized the MovieLens 1M dataset and transformed it into a typical MAB problem,
and evaluated the performance of each algorithm in terms of the cumulative regret metric.

4.1. Dataset and Problem Transformation

The MovieLens dataset contains 1 million pieces of data from approximately 6,000 users regarding
their ratings of 4,000 movies, with the rating scale ranging from 1 to 5 stars [5]. To transform it into
an MAB problem, the following mapping was carried out:

Round t: Each time the algorithm recommends movies to the user, it is regarded as one round.

Arm a: The movie type is regarded as the "arm" in MAB. To simplify the problem and improve
computational efficiency, we randomly selected 10 movies as the 10 available arms for
recommendation.

Reward: The user's rating is regarded as the reward. Since the MAB problem usually deals with
binary rewards, we convert the user's rating into a binary reward: if the user rates the recommended
movie with a score of 4 stars or higher, the reward is 1; otherwise, the reward is 0.

Through this transformation, our goal is to enable the MAB algorithm to, in consecutive
recommendation rounds, by learning the popularity of different movies, maximize the total number
of successful recommendations (i.e., cumulative rewards), thereby minimizing the cumulative regret.

4.2. Experimental Setup

We conducted independent experiments for each algorithm and standardized the key parameters:

e Total number of rounds: T = 100000.

e Number of repetitions: To reduce the influence of randomness on the results, each algorithm was
run independently for 100 times, and the final results were obtained by taking the mean and standard
deviation.

4.3. Results and Analysis

The following three graphs illustrate the changes in cumulative regret over the number of rounds
for the three algorithms during 100 runs.
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Fig. 1 Experimental results of the ETC algorithm
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Fig. 3 Experimental results of the TS algorithm
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From the experimental results, it can be seen that there are significant differences in the
performance of the three algorithms. As shown in Fig. 1, experimental results of the ETC algorithm,
the ETC algorithm experiences rapid accumulation of regret in the initial stage, and then the curve
becomes relatively flat. Eventually, the regret is approximately 1150. This reflects its "exploration
before exploitation" strategy: once the "best" movie genre is selected during the exploration stage, no
further exploration will be conducted. However, if the initial judgment is incorrect, the regret cannot
be corrected.

As shown in Fig. 2, experimental results of the UCB algorithm, the regret curve of the UCB
algorithm keeps smoothly rising. The logarithmic growth of the regret indicates that UCB has been
continuously and cautiously exploring. However, no optimal arm was found within the limited
number of rounds.

As shown in Fig. 3, experimental results of the TS algorithm, it demonstrated the best performance.
Its cumulative regret curve grew the slowest, with the final value being approximately 350. This once
again confirms the effectiveness of the TS algorithm. It can achieve a more efficient and natural
balance between exploration and exploitation through its probabilistic sampling mechanism, thereby
minimizing the regret over the long term.

5. Discussion and Future Research Directions

Although this study has provided valuable insights into these algorithms, there are still many
promising areas for exploration in the MAB field. Future research could focus on the following
aspects.

5.1. Contextual Multi-Armed Bandit

The MAB model in this study assumes that the arms are independent and their reward distributions
are fixed. However, in many real scenarios, rewards not only depend on the selected arm but also on
contextual information, such as the user's age, gender, or historical behavior [6]. Future research can
extend to contextual multi-armed bandit, integrating MAB with supervised learning techniques to
leverage this contextual information for more accurate decision-making.

5.2. Algorithm Performance in Non-stationary Environments

Our experiments assumed that the environment was stationary, meaning that the reward
distribution for each arm did not change over time. However, in many practical applications, the
environment is non-stationary. For instance, the popularity of movies can vary over time. Future
research could explore and compare the performance of these algorithms in environments where the
reward distribution changes dynamically, and propose improved algorithms that can adapt to such
changes.

5.3. The integration of MAB with deep learning

Traditional MAB algorithms usually rely on simple assumptions about the reward distribution or
make decisions in a linear, simple context [7]. However, in many real-world complex scenarios, such
as recommendation systems, advertising placement, and personalized medicine, the context
information is often high-dimensional and non-linear. At this point, traditional MAB algorithms will
be inadequate.

The integration of MAB with deep learning aims to leverage the powerful feature extraction and
pattern recognition capabilities of deep neural networks to solve these complex problems [8].

The intersection of reinforcement learning and MAB: MAB can be regarded as a simplified version
of reinforcement learning, and the boundary between them is becoming increasingly blurred. Many
studies utilize the framework of reinforcement learning to solve more complex MAB problems. For
instance, when the selection of the arm affects the future context state, the issue of state transition
needs to be considered.
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6. Conclusion

This study, through review and empirical analysis, compared the core ideas and performance of
three classic multi-armed bandit algorithms - UCB, ETC, and Thompson sampling. The case study
conducted using the MovieLens 1M dataset visually verified the following main findings:

Thompson Sampling performed the best in terms of cumulative regret, with its curve growing the
slowest and reaching the lowest final value. This confirms the superiority of its Bayesian approach in
balancing exploration and exploitation, making it a powerful tool for handling sequential decision-
making problems. In contrast, the UCB algorithm performed secondarily, with its logarithmic growth
regret curve aligning with its strategy of continuous exploration, being a theoretically robust and
widely applicable choice. The ETC algorithm, however, performed relatively poorly due to its lack
of dynamic exploration capabilities.

In conclusion, this study not only systematically reviewed the theoretical basis of these algorithms,
but also verified their advantages and disadvantages through actual data. We provided valuable
insights for making decisions in uncertain environments, and emphasized that in future research, we
should further explore directions such as contextual information, non-stationary environments, and
algorithmic hybrid strategies.
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